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Overview
In this work we:
I Analyse the implementation landscape of primality testing in
cryptographic libraries and mathematical software.
I Review and extend existing methods to produce composite
numbers that have the best chance of fooling these tests.
I Test each library against adversarial inputs and relate to
performance given in documentation.
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Prime Numbers in Cryptography
Why is a number’s primality important?

I Many cryptographic primitives rely on hardness assumptions
based on working with prime numbers, e.g RSA and finite
field Diffie-Hellman.
I Prime parameters help prevent attacks on many primitives,
such as the ‘divide and conquer approach’ as seen in the
Pohlig-Hellman algorithm or Lim-Lee small subgroup attacks.
I The generation of prime numbers is usually performed by
applying primality tests to randomly sampled integers.
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Primality Testing
How do we know a number is prime?

Deterministic

Probabilistic

I prove conclusively that a
number is prime

I can only prove a number to be
composite

I still too slow to be practical
in most cryptographic
scenarios

I use arithmetic conditions to prove
compositeness, if they do not hold
the number is deemed probably
prime
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Primality Testing in Cryptography
Testing environment

Random Input
I we can apply theoretical
bounds to produce average
case error estimates used to
determine rounds of testing
I example: generating primes
by random sampling
followed by primality tests

Adversarial Input
I must consider worst case error
estimates of failure
I example: prime generation is
expensive, so instead primes
supplied via third party
I public key parameters
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Attack Scenario - Adversarial Input
I RFC5114 promoting DH
groups partially vulnerable
to small subgroup
attacks [VAS+ 17, FGHT17].

8

Attack Scenario - Adversarial Input
I RFC5114 promoting DH
groups partially vulnerable
to small subgroup
attacks [VAS+ 17, FGHT17].
I Command-line data transfer
utility socat security
advisory: “the hard coded
1024 bit DH p parameter
was not prime”.

8

Attack Scenario - Adversarial Input
I RFC5114 promoting DH
groups partially vulnerable
to small subgroup
attacks [VAS+ 17, FGHT17].
I Command-line data transfer
utility socat security
advisory: “the hard coded
1024 bit DH p parameter
was not prime”.
I Instant messaging apps that
promise end-to-end
encryption guarantees, in
which clients are supplied
cryptographic parameters.
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Miller-Rabin Primality Test
A test based on an arithmetic condition that we know holds for all primes

Non-Trivial Square Root of Unity
Let n be an odd prime, write n −1 = 2k t with t odd and k ≥ 1.
For any natural number a which is not a multiple of n, one of
the two following conditions must hold:
(i) either at ≡ 1 (mod n)
i

(ii) or a2 t ≡ −1 (mod n) for some 0 ≤ i ≤ k − 1
When testing a number n with base a:
I If both conditions do not hold then n is declared composite
and a is said to be a witness.
I if either condition holds then n is declared probably prime
and a is said to be a non-witness.
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Miller-Rabin Primality Test

n = 47
For a prime, all bases are
non-witnesses.

A blue ball indicates that n is composite and represents a witness.
A red ball indicates that n is prime and represents a non-witness.
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Miller-Rabin Primality Test

n = 50
Here we do 7 rounds of testing:
This draw ⇒ n is composite.

A blue ball indicates that n is composite and represents a witness.
A red ball indicates that n is prime and represents a non-witness.
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Miller-Rabin Primality Test

n = 50
Here we do 7 rounds of testing:
This draw ⇒ n is prime.

A blue ball indicates that n is composite and represents a witness.
A red ball indicates that n is prime and represents a non-witness.
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Fixed base Miller-Rabin

I A fixed base Miller-Rabin
test will always choose the
same bases for testing, e.g
the first t primes.
I Similarly we might make a
random selection from a
fixed list.

Arnault [Arn95] described a method to generate composite
numbers that always are non-witnesses to a fixed set of bases.
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Random base Miller-Rabin

I Provided that the source of
randomness is good, we
shouldn’t be able to predict
which bases are chosen.
I By the Monier-Rabin bound,
there can be at most ϕ(n)/4
non-witnesses.
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Real Example – a Random Input

n = 700
non-witness count: 4
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Real Example – an Adversarial Input

n = 703
non-witness count:
160
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Contributions
Construction Methods

The bigger picture – applying adversarial input, to primality tests
found in the wild.
I We scale the existing techniques for
cryptographic sized numbers.
I We tweak generation methods for efficient
generation and to beat bespoke testing
methods.
I We create a hybrid of both methods to
create a composite with non-witnesses to
a list of fixed bases, that also meets the
Monier-Rabin bound at ϕ(n)/4
non-witnesses.
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Results
Library

Rounds of MR Testing

OpenSSL 1.1.1-pre6
GNU GMP 6.1.2
GNU Mini-GMP 6.1.2
Java 10
JSBN 1.4
Libgcrypt 1.8.2
Cryptlib 3.4.4
LibTomMath 1.0.1
LibTomCrypt 1.18.1
WolfSSL 3.13.0
Bouncy Castle C# 1.8.2
Botan 2.6.0
Crypto++ 7.0
GoLang 1.10.3
GoLang pre-1.8

Default bit-size based
User-defined t
User-defined t
User-defined t
User-defined t
User-defined t
User-defined t ≤ 100
User-defined t ≤ 256
User-defined t ≤ 256
User-defined t ≤ 256
User-defined t
User-defined t
2 or 12
User-defined t
User-defined t

†

Documented
Failure Rate
< 2−80
(1/4)t
(1/4)t
< (1/2)t
< (1/2)t
Not given
Not given
(1/4)t
(1/4)t
(1/4)t
(1/4)t
≤ (1/2)t
Not given
< (1/4)t
< (1/4)t

Adversarial Input
Failure Rate
1/16
100% for t ≤ 15
100% for t ≤ 101
0% for ≥ 100 bits
100%
1/1024†
100%
100%
100%
100%
(1/4)t
(1/4)t
0%
0%
100% for t ≤ 13

When calling the check prime function as opposed to gcry prime check (or calling gcry prime check in versions
prior to 1.3.0).
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OpenSSL
Version 0.9.5 Feb 2000 – Version 1.1.1-pre6 Aug 2018

I OpenSSL is the most widely used open source cryptographic
library and TLS implementation.
I It is the default encryption engine for Apache and nginx web
servers, which host 62%1 of websites online today.
I The primality test bn is prime fasttest ex performs
random base Miller-Rabin, where the default number of bases
used is dependent on the bit size of the number.

1

Netcraft’s June 2018 Web Server Survey
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OpenSSL
Version 0.9.5 Feb 2000 – Version 1.1.1-pre6 Aug 2018
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OpenSSL
Version 0.9.5 Feb 2000 – Version 1.1.1-pre6 Aug 2018

I We can construct composites with
2 or 3 factors that have ϕ(n)/4
non-witnesses.
I Therefore we can construct 2048
bit composites that are declared
prime by OpenSSL with probability
1
.
≈ 16
I These tests are called by the
Diffie-Hellman parameter validation
function DH check with default
rounds used.
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GNU GMP
Version 6.1.2

I GNU GMP is a popular open source arbitrary precision integer
library widely deployed in mathematical software packages and
cryptographic applications.
I The primality test first performs trial division, a single Fermat
test followed by t rounds of Miller-Rabin, where the user must
choose t.
A composite number will be identified
as a prime with a probability of less
than 4(-t) . Reasonable values of t
are between 15 and 50.
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GNU GMP
Version 6.1.2

I The bases are chosen via a PRNG
which is seeded with an identical
PRNG state each time the
primality test is called.
I Therefore the sequence of bases
chosen for Miller-Rabin when
testing a particular value n is fixed
with respect to that n.
I Hence if we are able to generate a
composite n that is declared prime
by t rounds of testing, it will do so
every time it is tested.
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GNU GMP
Version 6.1.2

I Using sieving speed ups inspired by Joye et. al. [JPV00, JP06],
we constructed a 1024 bit composite n that is declared prime
for the minimum number of recommended rounds.
I Try ≈ Q
247 candidates n = (2x + 1)(4x + 1), with
x = k i pi + 189.
I Although costly to generate (around 3.9 core-years @2.4GHz),
it’s guaranteed to be declared prime for t ≤ 15.
I Core time kindly donated by Cloudflare!
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WolfSSL
I WolfSSL is a small TLS library used for embedded systems.
I Documentation gives an error probability at most (1/4)t for t
trials.
I Primality test is calling on LibTomMath and LibTomCrypt:
open source multiple-precision integer libraries with number
theoretic and cryptographic toolkits.
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WolfSSL, LibTomCrypt, LibTomMath

I Testing is t rounds of
Miller-Rabin.
I Where t ≤ 256 is user
defined (hard coded t = 8 in
WolfSSL).
I Bases are chosen as the first
t primes.
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WolfSSL, LibTomCrypt, LibTomMath

I Testing is t rounds of
Miller-Rabin.
I Where t ≤ 256 is user
defined (hard coded t = 8 in
WolfSSL).
I Bases are chosen as the first
t primes.
I We can produce 1024-bit composite numbers guaranteed to
be classified as prime for up to t = 40 rounds.
I Using methods of Arnault [Arn95].
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WolfSSL, LibTomCrypt, LibTomMath

We can scale up this method
so that all of the first 256
primes are non-witnesses.

We can produce composite numbers guaranteed to be classified as
prime with any valid choice of t rounds.
(But n has ≈ 7000 bits)
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Conclusions and Recommendations
For software developers:
I Consider careful distinction between primality testing on
adversarial and random input in cryptographic
implementations and in documentation.
I Think about how the test is used, either elsewhere in the
library or by the user.
I Consider the limitations of probabilistic primality testing and
the benefits of implementing:
I
I

Baillie-PSW test (no known pseudoprimes)
Miller-Rabin with pseudorandom selection of bases

I Consider the use of standardised parameters (where possible)
in public key cryptography.
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Conclusions and Recommendations
For cryptographers:
I Consider how developers interpret your work:
I

√
Pra,n [1 ← MRt (a, n) | n composite] < log2 (n)3/2 2t t −1/2 42− t log2 (n)

I

Prn [1 ← MRt (a, n) | n composite] < 4−t
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For mathematicians:
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Questions?
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